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Background
- Antivirus systems flag malware by 

learning patterns from known threats, 
so attackers adapt, creating a 
cat-and-mouse game

- Bandit algorithms: updates itself 
automatically after every decision, only 
using the feedback it receives from the 
one choice it made. 

- Aim: Build a bandit-driven system that 
adapts to evolving malware in a 
non-stationary environment

The Problem

Figure 1Created from an 
ensemble of three 
LightGBM 
classifiers trained 
on ACTION’s 
pre-2017 samples 
from MABEL 
dataset

How did it fail?
- Never before 

seen family, 
goes to other 
category

- Trained once 
and cannot 
update, cannot 
adapt to new 
threats

Static Classifiers fail across high-severity threat categories

Approach
- Three classifiers analyze each 

malware binary and output a probability 
distribution over 16 malware families

- Bandit algorithm: SCOUT, built on 
discounted Thompson Sampling (dTS)
- Chooses one of 16 malware families
- Balances exploiting the best 

performing family vs exploring new 
families using a weighted probability 
distribution

- Updates with γ (discount factor) to 
weigh recent vs old decisions

Predicted Category

How SCOUT works

Conclusions
- Adaptive bandit learning outperforms static 

classifiers by ~22% while receiving less 
information

- Reduced severity-weighted cost by 47% compared 
to random guessing (0.158 vs 0.296)

- Cost spikes align with new malware families, 
simulating non-stationarity

- Future work: the bandit's action set isn't limited by 
what any one classifier can name and it could in 
principle learn to identify malware families no 
individual classifier was ever trained to recognize.
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SCOUT = Severity-aware Classifier Orchestration Using Thompson-sampling; "dTS bandit" above refers to its core 
algorithm.

Kayshav Bhardwaj
Jargon still a bit complex and hard to chew, the poster should be simple enough for the layman

Brian Lee
does the bandit actually use the per sample classifier probabilities, or does it just learn a marginal policy over 16 arms

Kayshav Bhardwaj
Conclusion mainly discusses numeric  results instead of impact/usecase of the work
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Could add a border around the image to show where it ends.
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Not sure if others feel the same, but a few of the colors might be hard to follow for some people.


